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Abstract
This article provides an experimental analysis of two-armed bandit problems that have
a different structure in which the first unsuccessful outcome leads to termination of the
game. It differs from a conventional two-armed bandit problem in that there is no
opportunity to alter behavior after an unsuccessful outcome. Introducing the risk of
death into a sequential decision problem alters the structure of the problem. Even
though play ends after an unsuccessful outcome, Bayesian learning after successful
outcomes has a potential function in this class of two-armed bandit problems. Increas-
ing uncertainty boosts the chance of long-term survival since ambiguous probabilities
of survival are increased more after each successful outcome. In the independent choice
experiments, a slim majority of participants displayed a preference for greater risk
ambiguity. Particularly in the interdependent choice experiments, participants were
overly deterred by ambiguity. For both independent and interdependent choices, there
were several dimensions on which participants displayed within session rationality.
However, participants failed to learn and improve their strategy over a series of rounds,
which is consistent with evidence of bounded rationality in other challenging games.

Keywords Two-armed bandit . Risk . Uncertainty. Bayesian learning .Ambiguity aversion .

Belief updating
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1 Introduction

Sequential decisions in many uncertain contexts offer the potential for learning.
However, the experimental process in which the decision maker learns about the
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underlying probability may not be costless. Unsuccessful outcomes may have dire
consequences, as with decisions posing risks of death. These adverse effects not only
impose costs, but also alter the structure of the decision problem, making it more
challenging, and posing additional challenges for individual rationality.

There are no such costs in the classic economic paradigm for analyzing optimal
economic experiments, the two-armed bandit model. In that basicmodel, the experimental
subject is engaged in a sequence of choices from the two arms, each of which offers some
constant probability of success with an associated payoff on each trial and a probability of
an unsuccessful outcome with no reward. Following the familiar distinction between
situations of risk and those of uncertainty (Knight 1921), these probabilities may be
knownwith precision to the experimenter, which is a situation of risk. Or the experimenter
may be in a situation of uncertainty in which the chance of success is not well known.
Situations involving only risk generate no opportunity for learning, as the optimal choice
is to choose the option with the higher probability of success. But if there is uncertainty,
there is the potential to observe the outcome of each trial and then to update one’s beliefs
based on these results as in standard Bayesian learning. If the options are independent, the
optimal strategy is to stay on a winner but to switch if the experiences are sufficiently
unfavorable (Yakowitz 1969; Berry 1972; Berry and Fristedt 1985).

Although such models of experimentation have many applications, this experimen-
tation process imposes no permanent cost if the trial is unsuccessful. However, many
experimental contexts entail substantial costs associated with unsuccessful trials. In
some situations, the experimentation process may end after an unsuccessful outcome.
An economic situation that gave rise to analyses of this decision structure is that in
which a worker is making choices on the job involving a sequence of lotteries on life and
death (Viscusi 1979). The worker has a choice of jobs in each period, and successful
outcomes permit the worker to continue making the choice in future periods. Unlike
conventional two-armed bandits, after an unsuccessful outcome the experimentation
process ends. Other labor market outcomes such as being fired or disabled after an
unsuccessful lottery outcome likewise may share a similar decision structure. Another
prominent example of the applicability of such models is medical treatments involving
alternative drugs (Berry and Viscusi 1981). Suppose that the patient can be treated with
one of two alternative drugs, which either leads to survival in that week or death. For this
experimental situation, in which the learning process is within a drug trial rather than
across trials, the problem structure is that of a two-armed bandit with a chance of
termination. Applications to other phenomena, such as environmental decisions with a
probability of landing in an absorbing state, may share a similar structure, as do research
projects in which funding is terminated after the first unsuccessful research outcome.

The optimal strategy for this class of problems differs from that in conventional two-
armed bandit models. There is no opportunity to alter decisions after unsuccessful
outcomes so that the optimal strategy will never involve switching behavior. The task is
to choose wisely in the initial round and to continue with that choice as long as the
streak of successes continues. Despite the asymmetric nature of the learning process,
ambiguity and learning are consequential. In particular, for any given mean probability
of success, greater ambiguity is desirable. Increases in ambiguity with respect to the
probability of success offer greater opportunities for long-term gains because of the
greater chance that the underlying probability of success for that option offers a high
chance of success on each trial (Viscusi 1979; Berry and Viscusi 1981).

226 Journal of Risk and Uncertainty (2018) 57:225–252



We can illustrate this result using the following two-period example involving
options offering a choice between a risky probability and an uncertain probability, each
of which is 0.5 on the initial round. Trials are independent and identically distributed.
Suppose the player earns a payoff of $1 for a successful outcome, and play ends after an
unsuccessful outcome. The risky option 1 offers a probability of success of 0.5 in each
period so that the probability of having a successful outcome in both periods is 0.25.
For the risky option 1, the expected reward is $0.50 in period one, and $0.25 in period
2, for a total payoff of $0.75. Let’s assume that the uncertain option 2’s assessed chance
of success is governed by the uniform Beta distribution, so that the initial chance of
success is 0.5, but after a successful outcome in period one it is updated to 0.67. The
ambiguous option 2 offers an expected reward of $0.50 in period one and $0.34 in
period two, for a total payoff of $0.84, which exceeds the expected reward from the
risky option 1. The advantage of the uncertain option 2 increases with the degree of
updating after successful outcomes or, put somewhat differently, with the extent of the
risk ambiguity.

The problem structure involves a sequence of choices under risk and uncertainty,
posing challenges for rational optimizing behavior. For any given mean probability of
success, increasing ambiguity boosts the expected value of that option if there are
multiple rounds because of the greater influence of learning when initial risk beliefs are
less precise. But if individuals are ambiguity-averse, then that influence will be a
deterrent to exploiting the gains from increased uncertainty. Ambiguity aversion plays
a prominent role in behavioral economics generally (e.g., Ellsberg 1961; Camerer and
Weber 1992; Machina and Siniscalchi 2014; Bellemare et al. 2018), as well as in
previous experimental studies of optimal experimentation models (e.g., Liu and Col-
man 2009; Anderson 2012; Trautmann and Zeckhauser 2013; Moreno and Rosokha
2016; Engle-Warnick and Laszlo 2017). Switching behavior would appear to be
simpler for the class of two-armed bandit problems with a chance of termination in
that the problem ends after an unfavorable outcome and the optimal strategy never
involves switching after favorable outcomes. Nevertheless, people may not always stay
on a winner, creating a clear-cut departure from optimal behavior if their initial choice
was their expected value maximizing decision. Previous studies of risky decisions in
models without the chance of termination and for which switching may be optimal have
often found that observed switching behavior was often not expected value maximiz-
ing, both for studies in which there was no opportunity for learning as well as studies in
which learning plays an important role (Charness and Levin 2005; Charness et al. 2007;
Trautmann and Zeckhauser 2013). Given the distinctive characteristics of the problem
structure considered here and the difference in the optimizing strategies from the more
basic class of two-armed bandit problems, previously documented shortcomings in
rational behavior may arise to a different degree, and new departures from optimizing
behavior may be evident.

Section 2 summarizes the principles governing the optimizing criteria for sequential
decisions with the chance of termination. The optimal strategy never involves switching
even if the choices are interdependent. A single-arm strategy is always optimal.
Consequently, the stay-on-a-winner rule continues to hold for this class of problems,
and the opportunity to switch after an unsuccessful trial never arises.

We examine how people make these decisions using the experimental design
described in Section 3. Participants engaged in a series of choices from two alternatives,
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where the designs included both independent choices and interdependent choices. In
each instance, it is possible to assess the optimality of the choices, the patterns of errors
in switching behavior, and whether participants improve their performance with suc-
cessive repetitions of the game.

The experimental results in Section 4 consider the simpler case in which the choices
involve lotteries that are independent. Although the experimental subjects did not
always avoid the ambiguous option, they failed to fully exploit the gains from
ambiguity even when offered a more ambiguous alternative that offered the same
initial mean probability of success. Participants sometimes switched away from the
optimizing ambiguous choice, but there was more evidence of switching to correct
mistaken initial decisions than switching away from the optimal choice. Consequently,
within a particular session of play, the experimental results were broadly consistent
with key aspects of rational learning behavior. However, there was no evidence that
participants improved their performance across different sessions in which the exper-
imental structure was replicated.

The introduction of interdependent choices in Section 5 leads to different optimizing
criteria and behavior than in conventional two-armed bandits. Unlike conventional two-
armed bandits with interdependent choices, for two-armed bandit models with risks
involving the chance of termination, the optimal choice never involves switching
behavior. However, if the person made a non-optimal choice initially, successful trials
with this less desirable option may provide information about the underlying state of
the world that is shared between the options, making switching desirable so as to
correct the initial mistaken choice. Many participants corrected their decisions in this
manner. There was also evidence that increasing the mean probability of success
matters, consistent with the usual rationality requirements regarding monotonicity.
Another favorable result was that switching from the very desirable uncertain option
was rare. The most glaring failure was the same as in the case of the independent choice
experiments in that there was no evidence of learning across repeated sessions.
Although each of the 10 sessions for independent and interdependent choices followed
the previous session close in time, performance did not improve across sessions.

The concluding Section 6 recounts the mixed performance of the experimental
subjects. Participants were more deterred by risk ambiguity than they should be in
their initial choice since ambiguity is a desirable feature that enhances the chance of
long-term survival. This concept is not particularly intuitive, and tendencies toward
ambiguity aversion may deter experimental subjects from learning about the potential
dividends from ambiguous probabilities. Participants also switched more often than
would be consistent with optimal behavior since optimal decisions in these models
never entail switching. The most prominent departure from rationality is that over the
course of ten sessions with each of the four treatments, there was no improvement in
average performance. While there is frequent evidence of some aspects of rational
optimizing behavior within particular experimental sessions, across sessions there was
no evidence that participants benefited from learning. This result is counter to econo-
mists’ frequent assumption that even if people err, with additional experience and
repetitions of the decisions, they will alter their decisions to eliminate behavioral
failures. However, this negative result is consistent with other findings in which
subjects display very limited improvement across sessions when confronting challeng-
ing tasks (Charness and Levin 2005, 2009).
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2 Sequential decisions with the risk of termination

In a standard two-armed bandit model, there is a choice between two arms in a series of
independent trials. Each arm offers some probability p on each trial of a successful
outcome that provides a positive payoff and a probability 1–p of an unsuccessful outcome
with zero payoff. Previous choices and outcomes can influence future choices. By
engaging in a series of trials, the experimenter has the opportunity to learn from
experimentation and to alter the choice based on this information. If the trials are
independent, the stay-on-a-winner rule is always optimal (Yakowitz 1969; Berry 1972;
Berry and Fristedt 1985). If the participant thought that it was optimal to pick a particular
option in any round, then after a successful outcome with that option the subsequent
probability of success will be greater if the initial probability was uncertain and the same if
it was knownwith precision, making it optimal to continue with the same choice. After an
unsuccessful outcome, one may choose to switch arms, but leaving a loser is not always
optimal. If the person has chosen an arm that involves probabilities known with precision
so that the situation is one of risk rather than uncertainty, there is no information provided
by the experiment so that it will never be optimal to leave an option with an associated
probability of success that has a one-point distribution. If the initial chance of success was
uncertain, then the downward revision of the assessed future chance of success may not be
so great that continuing with that option is still desirable.

Matters may be quite different for the classic two-armed bandit problem if the choices
are interdependent. If the situation is one of uncertainty rather than risk, learning about
the state of the world through a successful trial may provide information regarding the
chance of success on a different arm as well as the arm for which there was a successful
outcome. There consequently may be an incentive to leave the initial arm after a success
generally (Bradt et al. 1956) as well as in experimental contexts without ambiguity
(Charness and Levin 2005). The stay-on-a-winner rule consequently no longer holds for
interdependent choices in the standard two-armed bandit situation. As in the case in
which the choices are independent, it may be optimal to leave a loser. There is also no
switching from any arm when the situation is one of risk rather than uncertainty, as
experience provides no information when the probabilities are well known.

The experimental analysis in this article modifies the usual two-armed bandit
problem structure to make the first unsuccessful outcome lead to termination of the
game. Unlike a conventional two-armed bandit problem, there is no opportunity to alter
behavior after an unsuccessful outcome. The only information generated by choices
after which additional play is possible is favorable information after a successful trial.
Given the more limited benefit of experimentation for two-armed bandits with the risk
of termination, one might hypothesize that additional uncertainty does not enhance the
potential gains from experimentation as in the case of conventional two-armed bandits.
But that is not the case, as the following example illustrates.

Consider the following two-period example. Option 1 offers a known probability q
of success in each period, and the game ends after an unsuccessful outcome. The payoff
for a successful outcome is 1, and the payoff for an unsuccessful outcome is 0. The
expected payoff g(1) over two periods for option 1 is given by

g 1ð Þ ¼ qþ q2:
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Suppose that option 2 offers the same mean probability of success q on the initial trial,
but this probability is uncertain. Let the probability be characterized by a beta distri-
bution, which we will characterize in terms of two parameters, γ and q.1 The person’s
prior beliefs are equivalent to having observed γ trials, of which a fraction q are
successes. Although prior beliefs can be updated after both successful and unsuccessful
outcomes, the only learning pertinent to subsequent play is the updating after successful
outcomes. The subjective probability p(n) after n successes is given by

p nð Þ ¼ Eβ ~pjγqþ n; γ þ n
� �

¼ γqþ nð Þ= γ þ nð Þ:

With a large number of periods n, the limiting value of the posterior risk assessment is
1.

Applying this formula leads to an expected value g(2) of choosing the uncertain
option in both periods given by

g 2ð Þ ¼ qþ q γqþ 1ð Þ= γ þ 1ð Þ:

It is straightforward to show that g(2) > g(1), since the condition that

q 1þ γqþ 1

γ þ 1

� �� �
> q 1þ qð Þ

reduces to

γqþ 1ð Þ= γ þ 1ð Þ > q;

which is always the case whenever the initial chance of success q < 1, i.e., there is not a
100% chance of an initial success.

To assess the effect of less uncertainty, or increased precision γ on the relative value
of experimentation on the uncertain option, consider the effect of γ on the difference
h = g(2) – g(1). This gap is given by

h ¼ g 2ð Þ–g 1ð Þ ¼ qþ q
γqþ 1ð Þ
γ þ 1

− qþ q2
� 	

or

h ¼ q 1−q½ �
γ þ 1

:

1 This formulation is equivalent to a more standard parameterization in which the prior is characterized as
equivalent to having observed d successes and e failures, leading to a mean prior of d/(d + e), and a posterior
after a successful outcome of (d + 1)/(d + e + 1). Thus, γ equals d + e, and q equals d/(d + e). The advantage of
adopting the γ, q parameterization is that it is feasible to take derivatives with respect to γ to analyze the effect
of increased precision, i.e., less uncertainty.

230 Journal of Risk and Uncertainty (2018) 57:225–252



Taking derivatives with respect to γ implies that increased precision γ reduces the
advantage of the uncertain option g(2) compared to g(1) since

∂h=∂γ ¼ −q 1−qð Þ γ þ 1ð Þ−2 < 0:

A reduction in uncertainty through increases in the informational content γ decreases
the potential long-term gains offered by an option. Put somewhat differently, risk
ambiguity is desirable, as it enhances the possibility of the underlying probability being
high, fostering the chance of long-term survival. This principle is the critical advantage
of ambiguous probabilities for two-armed bandit problems involving a risk of termi-
nation. That there are potential benefits from experimentation with a risk of termination
may be somewhat surprising since it is not possible to exploit the benefit from adverse
information associated with an unsuccessful trial, as the game ends at that point. All
information about an uncertain option is asymmetric.

Some of the properties of conventional two-armed bandits generalize to two-armed
bandits with the risk of termination, and some do not (Berry and Viscusi 1981).
Consider first the choice among independent options, which is the focus of the
experimental results in Section 3. The stay-on-a-winner rule is optimal, as the uncertain
option becomes increasingly desirable after successful outcomes. The usual monoto-
nicity properties hold as an option’s attractiveness is enhanced by increasing the initial
mean chance of success q and increasing the number of successful outcomes n that
have been experienced. Once play begins by choosing an arm for which the probability
of success is known with precision, there is no learning over time, and there is no
rationale to switch arms after successful trials. The possibility of switching after an
unsuccessful outcome can never arise given the structure of the game. Section 5 below
considers behavior in bandit problems with the risk of termination for situations in
which the choices are interdependent. The stay-on-a-winner rule is still the optimal
strategy, as in the independent case with the risk of termination. Note that this
generalizability of the stay-on-a-winner rule for interdependent choices is different than
in a standard two-armed bandit in which there is interdependence. For models with risk
interdependence such as those considered in Charness and Levin (2005), switching
may be optimal, but for sequential decisions with the risk of termination, switching is
never desirable, even if choices are interdependent.

3 Experimental procedures and design

We conducted our experiment on the Vanderbilt University campus and administered it
using Qualtrics, a Web-based survey software program. Participants consisted of 110
students at Vanderbilt University who were recruited on campus using flyers. The
participants had to be 18 years or older.2 Interested students had the option of reserving
a time online to come into the lab to take the experiment, or they could arrive while the
experiment was ongoing. Participants completed the experiment using computers set up
in the lab.

2 While we collected information on participants’ gender and major, these variables did not have a statistically
significant effect on whether the participant made optimal choices.
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The experiment consisted of two separate but related games, each of which included
two different treatments, for a total of four treatments. Unlike the more conventional
two-armed bandit structure in which the game continues for multiple rounds after either
successful or unsuccessful outcomes, in the case of our experiment, each session of the
game ended after the first unsuccessful outcome. Here we used the terminology
Bsession^ to refer to each block of up to 10 rounds in which the subject played any
particular game rather than to different time periods in which the subject engaged in the
experiment. The task for the subject is consequently to pick the option that not only
provides a high expected payoff on that round but also enhances the long-term
probability of survival so that the subject can continue to play and earn rewards in
future rounds for that particular session. In each case, our reference point for assessing
rational decisions is the optimal strategy for a risk-neutral Bayesian decision maker.

The first game involved a series of two-armed bandit decisions in which the choices
were independent, while the second game involved two-armed bandit choices that were
interdependent. All games and treatments involved a choice between two lotteries,
Box 1 and Box 2, for which the probabilities were governed by two equally likely states
of the world, Situation A and Situation B. Although participants were aware of the
possible probabilities of success for Box 1 and Box 2, they did not know the particular
probability of success on each trial because they were not told whether the state of the
world was Situation A or Situation B. The participants never observed whether
Situation A or Situation B prevailed until after an unsuccessful outcome occurred or
after the current session ended, but they could observe their lottery outcomes to make
inferences regarding the underlying state of the world.

Participants had to choose the lottery on each round by drawing from one of two boxes,
which had a different number of winning and losing balls in each. The participants were
told that the states of the world, Situation A and Situation B, were equally likely to occur.
They were also told the associated probabilities of winning conditional on each situation
prevailing. Each session within a game consisted of up to 10 rounds, which could be
shorter if a losing ball was drawn. Participants played each game for up to 10 rounds per
session in 10 consecutive sessions. After making their selection of the box, the participant
drew a ball from the selected box. The survey text informed participants that an offsite
random number generator would determine which situation prevailed and whether they
won on each round. To foster better understanding of the game and the lottery process, for
each of the treatments, the participant played five practice sessions before moving to the
real sessions of the game. The experiment clearly explained that the state of the world in
the first round remained the same for the remaining draws in that session. While the state
of the world does not change from round to round within the same session, the state of the
world can change from one session to the next. For participants who drew a winning ball,
$1 was added to their bank account for each successful draw in that round. The ball was
then replaced, and the participant continued to the next round, up to a possible maximum
of 10 rounds per session. If a losing ball was drawn, the session ended, and the winnings
for that session were equal to the money earned in the past rounds for that session. For
example, if the participant drew a losing ball in round four, the participant would have
earned a total of $3 for that session. The participant would then start the next session with
a new session bank.

For all of the treatments, there was complete freedom to choose between the
available boxes on each round, provided that the game had not ended because a losing
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ball had been drawn. Participants played a total of 10 sessions in each of the four
treatments. They first played the independent choice treatments in which the probabil-
ities of success for each box are independent of each other. The order of receiving either
of the two independent treatments was random. After completing the independent
treatments, subjects then considered two interdependent treatments, which posed
greater cognitive challenges, possibly producing behavior that is inconsistent with
Bayesian models (Charness and Levin 2005; Charness et al. 2007). As in the case of
the independent treatments, the order of the two interdependent treatments was deter-
mined randomly.

Each of the participants received an $8 show-up fee as well as payment for one of
the treatments. There were two independent treatments and two interdependent treat-
ments, and one of these four treatments was randomly chosen to count toward the
participant’s total winnings. Total payments averaged $19.25, which included an
average payment of $2.08 for participation in a lottery-choice game by Holt and
Laury (2002) that was completed at the end of the survey.3 All payments were made
in cash after the participant concluded the experiment. On average, participants took
20 minutes to complete the experiment.

4 The independent choice games

4.1 The independent choice games’ design

Table 1 provides a summary of each of the two treatments in the independent choice
games. Figure 1 presents a sample screen shot from Treatment 1.

In each treatment, the subject can choose either Box 1 or Box 2, where the
associated states of the world, Situation A and Situation B, are determined indepen-
dently for the two box choices. In both treatments, Box 1 offers an unambiguous 0.5
probability of success that holds whether Situation A or Situation B prevails. The
chance of surviving all 10 rounds with Box 1 in Treatment 1 and Treatment 2 is always
0.001 whether Situation A or Situation B prevails. Box 2 offers a mean probability of
success that is also 0.5, but there is a higher variance in the probabilities, which boosts
the chance of long-term survival. The chance of success on Box 2 is either 0.6 or 0.4 on
each round under Treatment 1, and is 0.8 or 0.2 under Treatment 2. If the state of the
world is Situation A for Box 2, the chance of surviving all 10 periods is 0.006 for
Treatment 1, and the chance of surviving for all 10 periods is 0.11 for Treatment 2. If
Situation B prevails, the chance of surviving all 10 periods is 1 × 10−4 for Treatment 1
and 1 × 10−7 for Treatment 2. Because there is a 0.5 chance of either Situation A or B
prevailing, the expected probability of surviving all 10 periods by choosing Box 2
throughout is 0.003 in Treatment 1 and 0.055 in Treatment 2, each of which is greater
than the odds of long-term survival for Box 1.

3 The various measures of risk aversion derived from this part of the study never had statistically significant
effects on decisions. The absence of such an effect does not necessarily imply that risk aversion is not
influential since the Holt-Laury procedure may not always generate an accurate index of the subject’s
underlying risk preferences.
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Table 1 also presents the expected value of playing the particular box over all 10
rounds, which is information not presented to the participants. Because Box 2 offers
only a modest degree of additional variance of the probabilities of success in Treatment
1, the greater chance of long-term survival associated with Box 2 leads to a somewhat
higher expected value than Box 1 under Treatment 1. The advantage of selecting Box 2
is much more pronounced under Treatment 2. For these sequential chances of survival,
the choice of the ambiguous Box 2 in Treatment 2 almost doubles the long run
expected payoff even though the round 1 expected payoff is the same for both boxes.

The highest payoff strategy for both Treatment 1 and Treatment 2 is that it is
always optimal to choose Box 2 in every round for both treatments. We included
both treatments to explore whether increasing the degree of ambiguity would
make it more likely for participants to select Box 2. The stay-on-a-winner rule
for conventional two-armed bandits remains true for these problems. Although
switching from Box 1 to Box 2 would yield higher expected rewards, if the
participant believed that Box 1 provided higher expected rewards at the start of

Table 1 Treatments for independent lotteries

Box 1 Box 2

Treatment Situation
A

Situation
B

Expected Value ($) Situation
A

Situation
B

Expected Value ($)

1 0.5 0.5 0.999 0.6 0.4 1.079

2 0.5 0.5 0.999 0.8 0.2 1.910

Fig. 1 Example screenshot from experiment treatment 1
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play, there is no information that is acquired that would make the participant
want to switch to Box 2 since the probability of success for Box 1 is known with
precision, and the probabilities never change for Box 2. Similarly, for a partic-
ipant who started on Box 2 and experienced a successful outcome, the chance
that Situation A prevails rises, and there is no adverse information that would
make Box 1 relatively more attractive to provide a rationale for possibly
switching to Box 1. In each instance, there would be no reason to switch from
either Box 1 or Box 2 after an unsuccessful outcome because the session is over
after any loss. Note that even if the game were a standard two-armed bandit
problem and did not end with an adverse outcome, it would never be desirable to
leave Box 1 after a loss since the assessed probability of success remains
unchanged irrespective of the lottery experience. However, adverse information
can be influential for boxes with uncertain properties if the game were a
conventional two-armed bandit problem that continued after a loss, as a loss
on Box 2 might make it more desirable to switch to Box 1 because adverse
information increases the likelihood that Situation B prevails.

4.2 The independent choice games’ results

The participants’ performance in the two treatments was similar despite the difference
in the lottery structures. Whereas Box 2 only offered slightly greater long-term payoffs
than Box 1 under Treatment 1, Box 2 yielded expected rewards almost twice as great as
Box 1 under Treatment 2. Below we examine several properties that should be
consistent with rational decisions assuming that the objective is to maximize expected
payoffs. We refer to these as Brationality hypotheses.^ While we find that many
participants exhibit aspects of rationality, some participants did not fully exploit the
advantages of ambiguity in sequential choices involving risks of termination. We begin
with two related rationality hypotheses that we consider together since they are also
paired in terms of the empirical results.

Rationality Hypothesis 1. For any given mean risk level in Treatment 1 and
Treatment 2, subjects should prefer the more ambiguous option, Box 2, to the
known risk Box 1, as ambiguity enhances the probability of long-term survival.
Rationality Hypothesis 2. For any given mean risk level for the ambiguous
option, Box 2, subjects should prefer the greater ambiguity of Box 2 in Treatment
2 as compared to that in Treatment 1.
Results 1 and 2.Many participants selected the optimal, more ambiguous choice,
Box 2, for both Treatment 1 and 2, consistent with Rationality Hypothesis 1. There
was also support for Rationality Hypothesis 2. Those subjects who consistently
selected Box 2 did so at a greater rate for Treatment 2, and averaged across choices
by all subjects there was a statistically significant increase in the choice of Box 2 in
Treatment 2.

The experimental structure establishes equal chances of initial success in round 1 of
play on either Box 1 or Box 2 in both treatments. While the chance of success never
changes for Box 1, it rises after each success for Box 2. With each additional successful
outcome for Box 2, the probability of success on the next trial becomes greater, as it is
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increasingly likely that Situation A is the true state of the world for each round that the
participant has survived.4 Appendix Table 8 summarizes the results of Bayesian
updating of the probability of being in Situation A after each successful round on
Box 2. The probability of being in Situation A or Situation B is irrelevant for Box 1, as
the probability of success is well known and the same in each situation. Reflecting the
more favorable odds for Treatment 2, the probability that the advantageous Situation A
prevails for Box 2 choices in Treatment 2 rises to just below 99% by the third round,
while it only reaches just above 98% in round 10 for Treatment 1.

Both the box selection in the initial round and longer-term box selections are of interest in
exploring the role of risk ambiguity. Table 2 summarizes the box selections in round 1 in the
first column. The second column of statistics in Table 2 is the average percentage of time that
participants chose each of the boxes across all rounds in which they survived, thus
accounting for the impact of those who played both boxes at some point in the session.
The final column in Table 2 presents the percentage of respondents who never switched and
chose a particular box in every round in which they survived. In every instance and for both
treatments, the percentage of participants who chose the ambiguous Box 2 exceeds the
percentage of subjects who chose Box 1. The round 1 choices are illustrative of the
preferences for Box 2 over Box 1, as 8.4% more participants chose Box 2 in Treatment 1
and 12.6% more chose Box 2 in Treatment 2. To test for whether these differences are
statistically significant, the third and sixth rows of Table 2 present, for each treatment, the test
for the equality of the Box 1 and Box 2 percentages for each of these three perspectives.
Paired t-tests, which allow for the comparison of two means that are derived from the same
individuals, were used to conduct this analysis (Park 2009). As the results indicate, in every
instance the percentage of participants who chose Box 2 is significantly greater than the
percentage of subjects who chose Box 1 for each treatment. This behavior is consistent with
Rationality Hypothesis 1. However, for all three box selection measures, almost half of the
respondents behaved in a manner inconsistent with Bayesian learning and expected payoff
maximization. There was not, however, the more extreme gravitation to the Box 1 choice
that we would have expected if respondents exhibited usual concepts of ambiguity aversion
with respect to the initial round lottery. The absence of extreme ambiguity aversion may
stem from the repeated choice aspect of the game rather than a single choice (Liu and
Colman 2009).

While the preference for Box 2 over Box 1 is consistent with ambiguity aversion not
having a dominant impact on the initial round choice, only a modest number of
additional participants exploited the gains from the greater ambiguity offered with
Box 2 in Treatment 2. In both treatments, participants were more likely to choose
Box 2, but the results were more similar for the two treatments than one would expect

4 Bayes’ theorem allows one to calculate the probability of a certain scenario based on conditional probabil-
ities. Here, using Bayes’ theorem would allow participants to update their beliefs about being in Situation A
after a successful outcome. The formula used to calculate this Bayesian updating is as follows:
P(A| B) = P(B| A)P(A)/P(B).
Applying the formula to this experiment results in the following:

P Situation AjWinning Drawð Þ ¼
P Winning DrawjSituation Að ÞP Situation Að Þ=P Winning Drawð Þ:
Using known and updated probabilities allows one to calculate the probability of being in Situation A. The

equation can continue to be used in successive rounds using the updated probabilities solved for in the prior
round.
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based on the expected payoffs for the choices in the two different treatments. Despite
the much greater expected payoffs generated by the risk ambiguity for Box 2 in
Treatment 2, in round 1 the 56.3% of subjects who chose Box 2 in round 1 of
Treatment 2 is not significantly different from the 54.2% preference for Box 2 in round
1 of Treatment 1 (p = 0.2822). However, there is evidence of statistical significance for
average choices of Box 2 across all rounds in Treatment 1 as compared to Treatment 2
(p = 0.0505). Viewed somewhat differently, for the average choices across all rounds,
the difference in the percentage of subjects who chose Box 2 as compared to Box 1 was
8.0 for Treatment 1 (p = 0.0034) and 14.8 for Treatment 2 (p < 0.0001), which are
significantly different. For those who always chose Box 2, the 5.9% difference between
Treatment 1 and Treatment 2 is strongly significantly different (p = 0.0032). For those
who chose Box 2 and played Box 2 in all rounds there was a significantly greater rate
of play for Treatment 2. There was also a greater average rate of play of Box 2 in
Treatment 2. Consequently, there is evidence of support for Rationality Hypothesis 2
based on those who consistently played Box 2 and, to a lesser extent, based on the
average choices across all rounds. However, one might have expected greater differ-
ences given the substantial difference in expected rewards for Box 2 in Treatments 1
and 2. The problem the subjects are addressing is quite difficult so that even though the
choices are not always optimal, behavior is in the correct direction, and most partici-
pants are making consistent rather than random choices.

A positive aspect of the decisions from the standpoint of rational risk taking
behavior is that within treatments the participants preferred Box 2 and did not
gravitate to Box 1, which offered a non-ambiguous probability of success. If
there was ambiguity aversion, it was not so great as to deter people from ever
choosing Box 2. Nevertheless, many subjects failed to exploit the long-term
chance of survival offered by Box 2 and the additional gains offered by the
increased ambiguity of Box 2 in Treatment 2.

Rationality Hypothesis 3. After starting on the risky option, Box 1, with a known
probability of success, there will be no switching of choices since no new
information is obtained to provide a rationale for leaving that option.

Table 2 Box selections for independent choices

Percent Chosen

Box Chosen Round 1 Average Across
All Rounds within
Session

Chose in
Every Round

Treatment 1 1 45.8 46.0 36.5

2 54.2 54.0 43.6

p-value 0.0055 0.0034 0.0077

Treatment 2 1 43.7 42.6 34.4

2 56.3 57.4 49.5

p-value <0.0001 <0.0001 <0.0001

Journal of Risk and Uncertainty (2018) 57:225–252 237



Result 3. A substantial majority of participants who started with the Box 1 choice
with probabilities of success known with precision did not switch, which is
consistent with economic principles.

The underlying informational principle for this hypothesis is that successful trials on
Box 1 convey no information about the future chance of success on Box 1. Unsuc-
cessful outcomes are irrelevant to switching since the session ends with a failure. The
probability of a successful outcome using Box 1 is known with precision to always be
0.5. This probability is not updated with successive trials. Suppose the participant does
not take the stated probabilities at face value and has a subjective probability of success
for Box 1 that is updated with additional experience. Then, the only experience that is
generated in a situation in which there is an additional round of choices is favorable.
Consequently, even if there is such a Bayesian learning process, it will increase the
attractiveness of Box 1 and the desirability of staying on Box 1.

We will analyze switching behavior in two different ways. First, across all choices,
we consider the percentage of respondents who switched boxes—in this case,
switching from Box 1 to Box 2. If the participant had an adverse outcome in round
1, there is no possibility of switching. Thus, it is also instructive to analyze the
switching behavior conditional on having some opportunity to switch by surviving
round 1.

Consider the behavior of those who started on Box 1 in their round 1 choice.
Overall, for Treatment 1, 20.4% of this group switched from Box 1 to Box 2, and
conditional on surviving the initial round, 39.5% switched at some point. For Treatment
2, the switch rates for those who started on Box 1 are 19.5% overall and 39.7% for
those who survived the initial round. Appendix Table 9 summarizes the switching rates
for all treatments analyzed in this article.

While a majority of the subjects did not alter their Box 1 decision for either
treatment, these rates of switching indicate a substantial degree of departure from the
hypothesis that there should be no switching after selecting the known option. There is
no rationale for leaving an option for which there is perfect information. Some subjects
may of course have switched choices as a possible hedge or have shifted to mix things
up and make the game more interesting. As in previous studies, the optimal strategy
does not involve switching behavior, and the existence of such behavior is often an
index of the departure of choices from optimal Bayesian decisions (Charness and Levin
2005; Charness et al. 2007; Trautmann and Zeckhauser 2013). However, switching
from Box 1 to Box 2 serves to correct the initial erroneous choice. Because it is always
desirable to choose Box 2 throughout this game, these switches were in an expected
value maximizing direction. Starting and staying on Box 2 is the optimal strategy, but
starting on Box 1 and then switching at any point thereafter does correct the initial
mistake. However, there is no statistical rationale for such switching provided by
successful trials with Box 1.

Correcting the mistake of choosing Box 1 is always desirable, but the gains are
particularly great for Treatment 2. Consider the expected payoffs for Treatment 1.
Choosing Box 1 at the start of play and all subsequent rounds has an expected payoff
of 0.999, as compared to 1.079 for Box 2. Switching after subsequent successes on Box 1
also offers only a modest gain. After winning in round 1 on Box 1, the total expected
payoff from staying on Box 1 is 1.998, as compared to 2.076 by switching to Box 2. After
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two successes from play in Treatment 1 on Box 1, the expected value of playing Box 1 is
2.996, which remains only a bit below the 3.071 value by switching to Box 2. However,
for Treatment 2, the differential is much greater. Playing Box 1 offers an expected initial
payoff of 0.999 as compared to 1.910 by playing Box 2. There continues to be a
substantial gap. After winning in round 1 on Box 1, the total expected value of play of
Box 1 is 1.998, as compared to 2.857 by switching to Box 2. After winning in rounds 1
and 2 on Box 1, the expected rewards of playing Box 1 are 2.996, which is below the
3.789 value by switching to Box 2. Despite these more substantial gaps in performance of
Box 1 and Box 2 in Treatment 2, the percentage of individuals that switched to Box 2 after
starting on Box 1 was almost identical between treatments. The degree of movement from
Box 1 to Box 2 for Treatment 1 was 20.4% overall and 39.5% conditional on surviving
round 1. For those who started on Box 1 in Treatment 2, the switch rates to Box 1 were
21.4% overall and 40.4% conditional on surviving the round 1 choice. The difference in
switching behavior between the two treatments is 1.0% for all participants and 0.9% for
those who survived round 1. These small differences between treatments are consistent
with the results implied by a regression of the probability of switching on an indicator
variable for Treatment 2 reported in the first set of results in Panel A in Table 3. There is no
statistically significant difference in switching away from Box 1 either overall or

Table 3 Independent game probit regression results for the probability of switching behavior by treatment and
round 1 choicea

Panel A: Based Upon Treatment

Rationality Hypothesis Box Chosen in Round 1 Full Sample Conditional on
Surviving
Round 1

3 Box 1 Treatment 2 0.0098 0.0093

(0.0259) (0.0431)

Observations 985 516

4 Box 2 Treatment 2 −0.0735*** −0.1422***
(0.0209) (0.0388)

Observations 1215 586

Panel B: Based Upon Box Chosen in Round 1

Rationality Hypothesis Treatment Full Sample Conditional on
Surviving
Round 1

5 1 Box 2 in Round 1 −0.0097 0.0026

(0.0242) (0.0417)

Observations 1100 553

5 2 Box 2 in Round 1 −0.0930*** −0.1488**
(0.0225) (0.0402)

Observations 1100 549

a The dependent variable is a dummy variable equal to 1 if a participant switched box choices within a session.
Coefficients have been transformed to correspond to marginal probabilities. Significance levels: *** p < 0.01,
** p < 0.05. Standard errors are clustered on the individual participant
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conditional on a successful outcome in round 1.

The presence of any switching is inconsistent with Rationality Hypothesis 3. Box 1
offers known probabilities that should not be updated. If participants did not take the
probabilities at face value, the outcomes that occurred on Box 1 must have been
favorable if there is a subsequent opportunity to switch, so that the outcomes would
not diminish the perceived chance of success on Box 2 and would not lower the chance
of success on Box 1. One possible conjecture to explain the switching behavior is that
participants’ ambiguity aversion is coupled with a wealth effect. Perhaps they are
willing to take a chance on the ambiguous Box 2 after earning some nonzero rewards
on the guaranteed 50–50 chance of success on Box 1.

Rationality Hypothesis 4. After starting on the optimal choice, the ambiguous
option, it is always desirable to continue play on that option.
Result 4. Most participants who started with the optimal, ambiguous choice
continued to do so, and the rate of switching away from that initial choice was
less in the ambiguous case when switching sacrificed more expected gains.

The only information that the subject receives in a situation where the information can be
used to guide a subsequent choice is favorable information. There is no potential for learning
with respect to Box 1, for which the probability of success is known to be 0.5, but there is a
chance to make inferences about whether Situation A or Situation B prevails for Box 2. A
successful experience on Box 2 only increases the likelihood that the underlying state of the
world is Situation A, which offers a chance of success of 0.6 in Treatment 1 and 0.8 in
Treatment 2. If the subject started on Box 2 and experienced a successful outcome in round
1, the expected long-term payoff of remaining on Box 2 in round 2 for Treatments 1 and 2
would be 2.080 for Treatment 1 and 3.059 for Treatment 2, as compared to 1.998 for
switching to Box 1 in both Treatment 1 and Treatment 2. The discrepancy increases after
two successful rounds on Box 2, as the expected value of play on Box 2 in round 3 is 3.156
for Treatment 1 and 4.853 for Treatment 2, as compared to 2.996 by switching to Box 1 in
either treatment after two successful outcomes on Box 2.

While a majority of the participants never left Box 2 after this initial choice in round 1,
some did switch to Box 1. The degree of movement from Box 2 to Box 1 for Treatment 1
was 19.5% overall and 39.7% conditional on surviving round 1. For those who started on
Box 2 in Treatment 2, the switch rates to Box 1 were 12.1% overall and 25.5% conditional
on surviving the round 1 choice. Because the expected payoffs are more closely aligned for
Treatment 1 than for Treatment 2, the lower rate of switching from Box 2 to Box 1 in
Treatment 2 is consistent with participants placing a greater weight on the more desirable
Box 2 option in Treatment 2. This ultimate difference in switching behaviors between the
two treatments was 7.4% overall and 14.2% conditional on surviving round 1. The second
set of results reported in Panel A of Table 3 are for the effect of Treatment 2 on the
probability that the participant switched away from Box 2 in subsequent rounds. For both
the overall results and the results conditional on surviving round 1, being in Treatment 2, as
compared to being in Treatment 1, significantly decreases the number of participants who
switch from Box 2 to Box 1, as indicated by the results in Table 3.

Most respondents behaved in a manner that was consistent with Rationality Hy-
pothesis 4, but a substantial number did not because they switched boxes even though
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there was no expected payoff rationale for doing so. Nevertheless, the degree of
switching from the optimal Box 2 after a successful experience was less for the more
favorable Treatment 2 than for Treatment 1. Although any switching after a successful
outcome on Box 2 is inconsistent with Rationality Hypothesis 4, the lower rate of
switching from the Box 2 option for Treatment 2 as compared to Treatment 1 is
consistent with participants taking into account the relative gains from sequential
decisions with less precisely understood probabilities. This result qualifies as additional
weak evidence of success.

Rationality Hypothesis 5. Regardless of the box chosen in round 1, the informa-
tion provided by the trials does not provide any incentive to switch boxes.
Consequently, there should be no difference in the rate of switching between
boxes if switching is random.
Result 5. Switching was random for the similarly valued risky and uncertain
choices in Treatment 1, but there was more switching to the uncertain choice in
Treatment 2 when the gains from switching and correcting the original mistake
were greater.

Experience onBox 1 provides no information since the properties of that box are known,
but there is learning for Box 2. There is no opportunity to alter the choice of Box 2 after
acquiring unfavorable information since the session ends with an adverse outcome. All
information acquired in situations in which there is an opportunity to switch is favorable,
and this information does not provide an impetus for switching boxes.

The switching rates between boxes are consistent with Rationality Hypothesis 5 for
Treatment 1. The 20.4% overall switch rate from Box 1 to Box 2 is very close to the
19.5% rate for Box 2 to Box 1. Conditional on surviving the round 1 choice in
Treatment 1, the 39.5% switch rate from Box 1 to Box 2 is almost identical to the
switch rate from Box 2 to Box 1, which is 39.7%. As shown in the first set of results in
Panel B of Table 3, the initial box choice has no significant impact on the degree of
switching in Treatment 1. While the direction of switching for the fairly equally
matched options in Treatment 1 is random, that is not true in the case of Treatment
2. For the overall responses in Treatment 2, there is a 21.4% switch rate from Box 1 to
Box 2, which is quite different from the 12.1% switch rate from Box 2 to Box 1.
Similarly, conditional on a round 1 success, the 40.4% switch rate from Box 1 to Box 2
exceeds the 25.5% switch rate from Box 2 to Box 1. For both samples, those who chose
Box 2 in round 1 switched significantly less, as the final row of estimates in Panel B of
Table 3 indicate. While the switching rates are in random directions in Treatment 1, that
is not the case for Treatment 2. This difference may stem from the substantially
increased ambiguity-related desirability of Box 2 in Treatment 2 that rises more steeply
over time than in Treatment 1, making individuals less likely to switch from Box 2 to
Box 1 for Treatment 2. This is a quite favorable result with respect to individuals’
ability to adapt their behavior in optimizing directions.

Rationality Hypothesis 6. With multiple sessions of play for each game within a
treatment, with experience, subjects should learn that play of Box 2 is optimal.
Result 6. There is no evidence that participants learned about the optimal strategy
over the series of sessions.
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For each game within each of the two treatments, the participants played the game 10
times. With the benefit of multiple trials, subjects might learn from experience that the
less attractive Box 1 is not the most desirable choice for subsequent plays of that
treatment. Over the course of 10 sessions with that treatment, one would expect there to
be a greater rate of playing on Box 2 in the later sessions. An instructive measure of
which box the subject chose is the box choice in the first round of each session. As
Fig. 2a indicates, there is no evident increase in the percentage of participants who
selected Box 2 in the first round, but instead there is some decrease for Treatment 2.
Similarly, Fig. 2b presents the percentage of respondents who played optimally
throughout all rounds for each of the 10 sessions by always choosing Box 2. The
percentage of participants who played optimally in all rounds is flat for Treatment 1 and
exhibits some decline, rather than an increase, for Treatment 2.

A regression analysis of the choice of Box 2 as a function of the session number,
which is reported in Table 4, yields results consistent with this interpretation of Fig. 2a
and b.5 The coefficient of the session number in the probit regression of the choice of
Box 2 is statistically insignificant except for Treatment 2, where there is a statistically
significant negative effect, contrary to the hypothesized learning effect. The magnitude
of this statistically significant effect implies that each additional session in Treatment 2
reduces the chance that the participant will select Box 2 in round 1 by 0.05 and
decreases the chance that the participant will follow the optimal strategy throughout
by 0.03. This modest decline in the selection of Box 2 is the opposite of what one
would expect if participants learned about the advantages offered by the ambiguous
Box 2 choice in Treatment 2.

5 The interdependent choice games

5.1 The interdependent choice games’ design

Treatments 3 and 4 involved interdependent choices that are summarized in Table 5. In
particular, for each session, either Situation A or Situation B will prevail for all rounds
in a session, where the situation is common to both of the box choices. The survey
clearly explained the nature of this interdependence. Unlike the independent choices,
the state of the world is shared between the two box choices and is not determined
separately for Box 1 and Box 2. As in the independent game above, there is a 0.5
chance that the state of the world is Situation A or Situation B. If Situation A is the state
of the world, in Treatment 3 there is a 0.8 chance of success on every round for Box 1
and a 1.0 chance of success on every round for Box 2. If Situation B prevails, in
Treatment 3 the chance of success is 0.6 for Boxes 1 and 0 for Box 2. For Treatment 4,
there is a 0.9 chance of success on Box 1 in every round if Situation A prevails, coupled
with a probability of 1.0 of success for Box 2, but if Situation B is the state of the world
then the chance of success in Treatment 4 is 0.7 for Box 1 on each round, and a 0

5 The same regression analysis that is reported in Table 4 was also conducted with the inclusion of individual
fixed effects. The results remain quite similar with one exception—the coefficient of the session variable
Treatment 2 in Panel B is statistically significant (p < 0.01) when including individual fixed effects.
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chance of success for Box 2. The option of a Box 2 choice with probabilities of success
of 1 and 0 follows the structure in Charness and Levin (2005), but the optimal play with
interdependent choices is different when unsuccessful outcomes lead to termination of
the game. While the optimal play never involves switching, the interdependence does
provide information that will assist the decision maker in rectifying a suboptimal box
selection.

Box 2 poses a lower expected payoff in the first round and consequently a greater
chance of early termination of the game, but it also offers a chance of earning rewards

a

b

Fig. 2 Optimal choices by session number for independent choices. a: Box 2 chosen in round 1 by session. b:
Optimal strategy throughout by session

Table 4 Box choice by sessiona

Panel A: Probit Regressions of Box 2 Choice in Round 1

Treatment Number

1 2 3 4

Session −0.0049 −0.0191*** 0.0046 −0.0054
(0.0049) (0.0052) (0.0045) (0.0037)

Panel B: Probit Regressions of Selecting Optimal Box 2 in All Rounds

1 2 3 4

Session −0.0003 −0.0125*** 0.0065 −0.0027
(0.0049) (0.0047) (0.0045) (0.0038)

a Coefficients have been transformed to correspond to marginal probabilities. Significance levels: *** p < 0.01.
Standard errors are clustered on the individual participant. N = 1100
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in all 10 rounds if Situation A prevails. The long-term payoffs shown in Table 5
indicate that Box 2 has an expected value of 5.0 for both Treatment 3 and Treatment 4.
The expected payoff from playing Box 1 in all rounds is 2.531 for Treatment 3 and
4.065 for Treatment 4. Box 2 is the preferred option in each instance, with there being a
greater relative advantage of choosing Box 2 for Treatment 3, for which the chance of
success in Situation A on each trial is only 0.8.

The interdependent learning aspect of the choices has interesting implications for changes
in the desirability of switching. For Box 2, a successful outcome implies that Situation A
prevails so that all subsequent trials on Box 2 will be successful. For this example, as is true
for all interdependent two-armed bandits with the risk of termination, the optimal strategy
never involves switching. Switching to Box 1 in this instance is always an inferior decision
since it offers a lower probability of success. For Box 1 choices, any successful outcome
increases the subjective probability that Situation A prevails, so that the relative attractive-
ness of switching to Box 2 is enhanced by favorable experiences on Box 1. In this situation,
switching corrects the initial mistake of choosing Box 1 initially as the participant learns
more about the likelihood of the prevailing state of the world.

5.2 The interdependent choice games’ results

Unlike for the independent choice games, the participants’ performances in the two
treatments in the interdependent choice games were quite different even though Box 2
had the same long-term payoffs in both games. Here we examine hypotheses that
parallel the independent choice situation as well as additional hypotheses arising from
the interdependence of the choices from Box 1 and Box 2. One new hypothesis also
arises from the different structure of lottery choices which do not offer the same mean
initial probability of success for Box 1 and Box 2, as was the case for Treatments 1 and
2. As with the independent choices, the optimal strategy for maximizing expected
payoffs for a sequence of decisions with the chance of termination involves the choice
of a single box and no switching. However, the interdependence does provide addi-
tional information about the underlying state of the world that makes it more desirable
to correct an erroneous initial choice.

Rationality Hypothesis 7. The more ambiguous risk choice, Box 2, offers a
higher expected long-term payoff and will be the preferred expected value max-
imizing choice even if it offers a lower probability of success on the initial trial.
Result 7. A majority of participants avoided Box 2, but more participants selected
Box 2 in Treatment 3whenBox 2 offered greater expected rewards compared to Box 1.

Table 5 Treatments for interdependent lotteries

Box 1 Box 2

Treatment Situation
A

Situation
B

Expected Value ($) Situation
A

Situation
B

Expected Value ($)

3 0.8 0.6 2.531 1 0 5.0

4 0.9 0.7 4.065 1 0 5.0
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This hypothesis is simply a more general variant of Rationality Hypothesis 1 for which
there is a difference in the expected round 1 payoffs. In this instance, the ambiguous
option Box 2 offers a higher long-term payoff than does Box 1 even though the
expected payoff on the initial trial is lower. Most respondents did not take advantage
of the long-term payoffs derived from Box 2 in Treatments 3 and 4, just as they did not
do so for Treatments 1 and 2 for which the initial chance of success was the same across
the options. Table 6 summarizes these results.

For the round 1 choices in Treatment 3, 62.4% picked Box 1, and 37.6% of
participants picked Box 2. In Treatment 4, only 22.9% picked Box 2 in round 1, as
77.1% selected Box 1. The difference in the percentage of participants who selected
Box 1 and Box 2 in each of these treatments is strongly significant (p < 0.0001). The
differences between the Box 1 and Box 2 choices are also in a similar direction when
considering the average across all choices as well as those who selected each box in
every round. All but one of these differences (the average across all rounds for
Treatment 3) is statistically significant. Only a minority of the participants took
advantage of the long-term gains achievable through the more ambiguous option, but
the greater gains from ambiguity in Treatment 3 as compared to Treatment 4 led more
participants to select the ambiguous option.

Rationality Hypothesis 8. With each successive round of successes on Box 1, the
additional expected payoff on the next round for Box 2 becomes increasingly
greater so that switching to Box 2 rather than staying on a winner is optimal.
Result 8 A large percentage of those who started on Box 1 switch to the higher
expected payoff Box 2, particularly when the gains for switching were great.

This hypothesis is the most distinctive aspect of the interdependent choices for Treat-
ments 3 and 4. The long-term survival aspects of the Box 2 choice are substantial. Each
success on Box 1 increases the likelihood that Situation A prevails, which is the state of
the world in which success is certain on Box 2. For Treatment 3, the expected value of
playing the same box throughout is 2.531 for Box 1 and is 5.000 for Box 2. After a
successful outcome in round 1 on Box 1, the expected payoff of playing Box 1 for the
remainder of the game is 3.474, whereas the expected payoff of switching to Box 2 is

Table 6 Box selections for interdependent choices

Percent Chosen

Box Chosen Round 1 Average Across All
Rounds within Session

Chose in Every Round

Treatment 3 1 62.4 52.5 43.3

2 37.6 47.5 35.0

p-value < 0.0001 0.0656 0.0019

Treatment 4 1 77.1 65.6 54.4

2 22.9 34.4 21.5

p-value < 0.0001 < 0.0001 < 0.0001
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6.139. After successful outcomes in rounds 1 and 2 for Box 1, the expected total payoff
from the game assuming choice of Box 1 thereafter is 4.402, as compared to 7.120 from
switching to Box 2. While the long-term benefits of switching eventually diminish as
the number of remaining periods decreases, the optimality of switching to Box 2
continues with each successful outcome for Box 1.

A large portion of participants who started on Box 1 took advantage of such switching.
Although 62.4% of the sample started on Box 1 in Treatment 3, 30.6% of the sample
switched from Box 1 to Box 2 across all rounds, with 44.9% switching from Box 1 to
Box 2 if they survived the round 1 choice on Box 1. The desirability of switching should
be less for Treatment 4 given the greater odds of success for Box 1 in Treatment 4 than in
Treatment 3. For Treatment 4, 77.1% of the sample started on Box 1, and 29.5% of those
who started on Box 1 switched from Box 1 to Box 2 overall, with 37.4% of those who
experienced a successful round 1 draw on Box 1 switching to Box 2. The difference
between the switching rates in Treatment 3 and Treatment 4 was only 1.1% for the sample
overall. As indicated by the regression results in Panel A of Table 7 for the probability of
switching in the sample overall, Treatment 4 had no statistically significant effect on
switching behavior from Box 1 to Box 2. However, when considering the sample of those
who were successful in round 1, there is a difference in switching rates between the two
treatments of 7.5%, as Treatment 4 leads to significantly less switching.

Rationality Hypothesis 9. After starting on Box 2, which offers greater expected
payoffs, it is always desirable to continue to play on that option.

Table 7 Interdependent game probit regression results for the probability of switching behavior by treatment
and round 1 choicea

Panel A: Based Upon Treatment

Rationality Hypothesis Box Chosen in Round 1 Full Sample Conditional on
Surviving Round 1

8 Box 1 Treatment 4 −0.0113 −0.0750**
(0.0235) (0.0296)

Observations 1534 1137

9 Box 2 Treatment 4 −0.0105 −0.0186
(0.0198) (0.0395)

Observations 666 322

Panel B: Based Upon Box Chosen in Round 1

Rationality Hypothesis Treatment Full Sample Conditional on
Surviving Round 1

10 3 Box 2 in Round 1 −0.2361*** −0.3052***
(0.0258) (0.0403)

Observations 1100 670

10 4 Box 2 in Round 1 −0.2353*** −0.2487***
(0.0309) (0.0465)

Observations 1100 789

a The dependent variable is a dummy variable equal to 1 if a participant switched box choices within a session.
Coefficients have been transformed to correspond to marginal probabilities

Significance levels: *** p < 0.01, ** p < 0.05. Standard errors are clustered on the individual participant
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Result 9. Switching after a success on Box 2 was rare.

A variant of Rationality Hypothesis 4 above, regarding staying on a winner
for the ambiguous choice, also pertains to the desirability of staying on the
more ambiguous Box 2 for the interdependent choices that subjects considered.
It is never optimal to leave Box 2 after an initial success. This property should
be quite stark in that Box 2 offers the certainty of continued success for all
subsequent rounds of play on Box 2 after a success on round 1. This is an
easier problem for participants to understand, so one would expect a high rate
of rational behavior in much the same way that participants solved the more
straightforward problems in Charness and Levin (2005). The overwhelming
majority of subjects who started on Box 2 continued to do so. For Treatment
3, 37.6% started on Box 2, and 35.0% of the sample played Box 2 through all
rounds, where this statistic includes those who played Box 2 in round 1 and
had an unsuccessful outcome. For Treatment 4, 22.9% started on Box 2, and
21.5% continued on Box 2 for all rounds of a session.

While no subjects should have left Box 2 for Box 1 after starting on it
initially, in Treatment 3, 7.0% did so overall and 14.4% switched after a round
1 success. For Treatment 4, 6.0% switched to Box 1 on one of the rounds in
Treatment 4, and there was a 12.5% switch rate conditional on a first period
success. The rate at which participants switched from Box 2 after successful
experiences was low, consistent with the hypothesized rational behavior. The
differences in the switching behavior of participants in the two treatments was
also very similar. As the second set of regression results in Panel A of Table 7
indicate, there is no significant impact of Treatment 4 when considered overall or
conditional on a round 1 successful outcome.

Rationality Hypothesis 10. When starting on Box 1, each subsequent successful
round makes switching to Box 2 more desirable, but participants should always
continue to choose Box 2 after the first successful draw. Thus, there should be
more switching from Box 1 to Box 2 than from Box 2 to Box 1.
Result 10. There is much greater switching from Box 1 to the more uncertain
Box 2 choice than from Box 2 to Box 1.

This hypothesis ismost closely related to RationalityHypothesis 5. Unlike in the independent
choice game, however, feedback does provide incentives to switch in certain situations. In the
interdependent scenario, winning draws fromBox 1make it more likely that the individual is
in Situation A, making switching to Box 2 more desirable. In contrast, in the independent
choice game, winning draws from Box 1 provided no information as to what situation was
present. RationalityHypothesis 10 also follows directly fromRationalityHypotheses 8 and 9.

The switching rates between the two boxes support this hypothesis. For Treatment 3,
the percentage who start on Box 1 and switch to Box 2 is 30.6% overall and 44.9%
conditional on a round 1 success, compared to just the 7.0% overall and 14.4%
conditional on a round 1 success for those who started on Box 2 and switched to
Box 1. The 23.6% difference overall and 30.5% difference conditional on a round 1
choice are both rather large. Likewise, 23.5% more switching from Box 1 to Box 2
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overall and 25.1% more switching conditional on a round 1 success occurs for
individuals starting on Box 1 for Treatment 4. As demonstrated by the two sets of
results in Panel B of Table 7, choosing the more uncertain Box 2 in round 1 leads to
significantly less switching in both samples for both Treatment 3 and Treatment 4. The
effects are also quite large, with Box 2 having 24% to 31% less switching, depending
on the treatment and whether the rate is conditional on round 1 survival.

Rationality Hypothesis 11. With multiple sessions of play for each game within a
treatment, with experience, subjects should learn that play of Box 2 is optimal.
Result 11. There is no evidence that participants learned about the optimal strategy
over the series of sessions.

Rationality Hypothesis 6 with respect to learning about the game through play in
multiple sessions also pertains to the interdependent case. One would expect that with
10 chances to play the game, subjects might experiment and learn that Box 2 offers
greater long-term rewards. However, as the patterns in Fig. 3a indicate, there is no
apparent increase in the frequency with which subjects selected Box 2 for either
Treatment 3 or Treatment 4 on the first round in each session. There is a similar pattern
evidenced for making the optimal box choice across all rounds in a session, as shown in
Fig. 3b. This lack of a temporal increase in the rate of choice of Box 2 is also borne out
in the regression results reported in Table 4 for the probability of choosing Box 2 as a
function of the session number. There is no statistically significant effect of the session
number on the Box 2 choice. This result is consistent with the Charness and Levin

a

b

Fig. 3 Optimal Choices by Session Number for Interdependent Choices. a: Box 2 Chosen in Round 1 by
Session. b: Optimal Strategy Throughout by Session
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(2005) finding for interdependent games in which they found that Bobserved behavior
changes little over the course of our sessions.^

Rationality Hypothesis 12. Increasing the mean probability of success increases
the likelihood that the box will be chosen.
Result 12. Increasing the mean probability of success on Box 1 significantly
increased the likelihood that Box 1 would be chosen.

Box 1 offers higher expected rewards in Treatment 4 than in Treatment 3 so that the
fraction of subjects who select Box 1 should be greater. Though in each instance Box 2
is preferable, the properties of Box 2 are the same in both Treatment 3 and Treatment 4
so that the comparisons with Box 2 are unaffected. Averaging across all rounds, which
takes into account the greater chance of survival with Box 2, 47.5% of the choices in
Treatment 3 were for Box 2, as compared to 34.4% for Treatment 4. This difference of
13.1% is in the hypothesized direction and is statistically significant (p < 0.0001). The
greater preference for Box 1 in Treatment 4 as compared to in Treatment 3 reflects an
element of rationality in that increasing the expected rewards associated with the option
enhances its relative attractiveness.

6 Conclusion

Considering a sequence of choices with the risk of termination provides several
dimensions on which it is possible to explore rational behavior. Expected value
maximization with respect to the initial choice is not always the optimal long-term
strategy since payoffs are greater with long-term survival. Risk ambiguity consequently
enhances the chance of obtaining these longer-term payoffs. The nature of the choices
in these sequential games makes it possible to assess the rationality of decisions on
several dimensions, including the choice of lotteries, switching behavior, and charac-
teristics of play over multiple sessions.

Participants’ play in these experiments merits a mixed report card, with both rational
and irrational aspects being in evidence. Some dimensions of decisions fared better
than others. Increasing the mean probability of success enhances the rate at which
participants select an option so that the usual monotonicity property holds.6 Participants
did not display consistently strong aversion to ambiguity in their initial choices, and a
substantial group of respondents selected the higher paying but more ambiguous option
in the independent choice experiment. The direction and rate of switching behavior
usually follows patterns that one would expect. Optimal decisions never require
switching behavior for either independent or interdependent sequential choices with
risks of termination. But if the participant chose the lower expected payoff option
initially, then switching behavior corrects that mistake. Consistent with rational
switching behavior, there was more switching from the lower payoff box to the higher
expected payoff box. There are extremely few participants who left the optimal box for
the Treatment 3 and 4 experiments in which a successful initial outcome provided full

6 Had the decisions been made in a group rather than on an individual basis, one would have expected even
stronger performance on this dimension (Charness et al. 2007).
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information about the outcome of future trials. Even though sequential games of
survival pose additional complications, some but not all participants are able to perform
reasonably well in many respects.

The most striking failure of rationality is that participants do not improve their
performance over the 10 sessions with each game. Learning through experience
does not seem to provide a mechanism for eliminating the rationality failures with
respect to ambiguity for these sequential risk decisions. One reason that learning
may not have been influential is that within any round there is no opportunity to
alter choices after an unsuccessful outcome, and successful outcomes provide no
information that would make switching desirable. Thus, within rounds the role of
learning is much less than in many choice contexts. An additional factor is that the
failure to learn over a series of different rounds may be a more general
phenomenon. For example, Charness and Levin (2005) found little evidence that
participants improve their performance across their experiments involving two
rounds and 60 sessions. Charness and Levin (2009) also found evidence of
persistent rational failures. The rationality failures identified in this and other
articles may stem in part from the challenging nature of the tasks. Economists
often hope that with repeated choices that people eventually will learn from their
mistakes, eliminating aspects of irrationality. To the extent that the experimental
findings carry over to economic behavior in market contexts, they suggest that,
even in situations in which the success or failure of these choices are observable,
the repetition of challenging sequential decisions will not necessarily ameliorate
shortcomings in individual decisions.

Acknowledgements The authors are indebted to Gary Charness for superb suggestions that greatly im-
proved the manuscript.

Table 8 Probability of being in Situation A given repeated winning draws from relevant box

At the Start of Round Treatment 1, Box 2 Treatment 2, Box 2

1 0.600 0.800

2 0.692 0.941

3 0.771 0.985

4 0.835 0.996

5 0.884 0.999

6 0.919 ≈1.00
7 0.945 ≈1.00
8 0.962 ≈1.00
9 0.975 ≈1.00
10 0.983 ≈1.00

Appendix

250 Journal of Risk and Uncertainty (2018) 57:225–252



Publisher’s Note Springer Nature remains neutral with regard to jurisdictional claims in published maps
and institutional affiliations.

References

Anderson, C. M. (2012). Ambiguity aversion in multi-armed bandit problems. Theory and Decision, 72(1),
15–33.

Bellemare, C., Kröger, S., & Sossou, K. M. (2018). Reporting probabilistic expectations with dynamic
uncertainty about possible distributions. Journal of Risk and Uncertainty, 57(2), 153–176.

Berry, D. A. (1972). A Bernoulli two-armed bandit. The Annals of Mathematical Statistics, 43(3), 871–897.
Berry, D. A., & Fristedt, B. (1985). Bandit problems: Sequential allocation of experiments. London: Chapman

and Hall.
Berry, D. A., & Viscusi, W. K. (1981). Bernoulli two-armed bandits with geometric termination. Stochastic

Processes and their Applications, 11(1), 35–45.
Bradt, R. N., Johnson, S. M., & Karlin, S. (1956). On sequential designs for maximizing the sum of n

observations. The Annals of Mathematical Statistics, 2(4), 1060–1074.
Camerer, C., & Weber, M. (1992). Recent developments in modeling preferences: Uncertainty and ambiguity.

Journal of Risk and Uncertainty, 5(4), 325–370.
Charness, G., & Levin, D. (2005). When optimal choices feel wrong: A laboratory study of Bayesian

updating, complexity, and affect. American Economic Review, 95(4), 1300–1309.
Charness, G., & Levin, D. (2009). The origin of the winner’s curse: A laboratory study. American Economic

Journal: Microeconomics, 1(1), 207–236.
Charness, G., Karni, E., & Levin, D. (2007). Individual and group decision making under risk: An experi-

mental study of Bayesian updating and violations of first-order stochastic dominance. Journal of Risk and
Uncertainty, 35(2), 129–148.

Ellsberg, D. (1961). Risk, ambiguity, and the Savage axioms. Quarterly Journal of Economics, 75(4), 643–
669.

Engle-Warnick, J., & Laszlo, S. (2017). Learning-by-doing in an ambiguous environment. Journal of Risk and
Uncertainty, 55(1), 71–94.

Holt, C. A., & Laury, S. K. (2002). Risk aversion and incentive effects. American Economic Review, 92(5),
1644–1655.

Knight, F. H. (1921). Risk, uncertainty, and profit. Chicago: University of Chicago Press.
Liu, H.-H., & Colman, A. M. (2009). Ambiguity aversion in the long run: Repeated decisions under risk and

uncertainty. Journal of Economic Psychology, 30(3), 277–284.

Table 9 Switching behavior averages

Full Sample Conditional on Surviving Round 1

Treatment Round 1 Choice Percentage Switched Observations Percentage Switched Observations

1 Box 1 20.4% 504 39.5% 261

Box 2 19.5% 596 39.7% 292

2 Box 1 21.4% 481 40.4% 255

Box 2 12.1% 619 25.5% 294

3 Box 1 30.6% 686 44.9% 468

Box 2 7.0% 414 14.4% 202

4 Box 1 29.5% 848 37.4% 669

Box 2 6.0% 252 12.5% 120

Journal of Risk and Uncertainty (2018) 57:225–252 251



Machina, M. J., & Siniscalchi, M. (2014). Ambiguity and ambiguity aversion. In M. J. Machina & W. K.
Viscusi (Eds.), Handbook of the economics of risk and uncertainty (Vol. 1, pp. 729–807). Amsterdam:
Elsevier B.V.

Moreno, O. M., & Rosokha, Y. (2016). Learning under compound risk vs. learning under ambiguity—An
experiment. Journal of Risk and Uncertainty, 53(2–3), 137–162.

Park, H. M. (2009). Comparing group means: T-tests and one-way ANOVA using STATA, SAS, R, and SPSS.
Working Paper. The University Information Technology Services (UITS) Center for Statistical and
Mathematical Computing, Indiana University.

Trautmann, S. T., & Zeckhauser, R. J. (2013). Shunning uncertainty: The neglect of learning opportunities.
Games and Economic Behavior, 79(1), 44–55.

Viscusi, W. K. (1979). Employment hazards: An investigation of market performance. Cambridge: Harvard
University Press.

Yakowitz, S. J. (1969). Mathematics of adaptive control processes. New York: American Elsevier.

252 Journal of Risk and Uncertainty (2018) 57:225–252


	Decision irrationalities involving deadly risks
	Abstract
	Introduction
	Sequential decisions with the risk of termination
	Experimental procedures and design
	The independent choice games
	The independent choice games’ design
	The independent choice games’ results

	The interdependent choice games
	The interdependent choice games’ design
	The interdependent choice games’ results

	Conclusion
	References


